Artificial Intelligence is Less Than It Seems, and
Will Not Save or Destroy Us (But I Could Be
Wrong)
By Laurence B. Siegel
with commentary and an afterword by Fred Mueller
Larry Siegel: Will artificial general intelligence (AGI) transform the experience of being
human, opening up possibilities of knowledge, achievement, and prosperity that we can
now barely conceive?
Or is AGI an existential threat to humanity, something to be feared and restrictively
confined?
Fred Mueller: One of the problems in discussions of AI and AGI (as you discuss
below) is defining exactly what one means by the terms. When I went to graduate
school back in the late 1970s, AI included both semantic webs (an attempt to model
knowledge) as well as neural nets (which began as a way to model connections
between neurons but which evolved into algorithmic pattern matching). We did not
engage with “the hard problem” back then.1
Today, given the success of algorithmic AI, there is renewed interest in AI in general
and, in my view, renewed confusion about what we are talking about. At the core is
the understandable desire to know what makes us “human” and the question about
how much of that might one day be both understood and replicable. But there are
lots of very different “human” capabilities. I think we focus too much on the
distinctively human capabilities such as rational thought and not enough on more
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The “hard problem” of consciousness, a familiar concept in contemporary philosophy, is defined in Wikipedia
(accessed on August 12, 2022) as:
...the problem of explaining why and how humans have qualia or phenomenal experiences. This
is in contrast to the “easy problems” of explaining the physical systems that give us and other
animals the ability to discriminate, integrate information, and so forth. These problems are seen
as relatively easy because all that is required for their solution is to specify the mechanisms that
perform such functions. Philosopher David Chalmers writes that even once we have solved all
such problems about the brain and experience, the hard problem will still persist.

basic issues, such as emotion, motivation, and sensation – things we share with
other animals.
My general thesis is that what distinguishes humans from robots is sensation or, in
the words of philosophers, “qualia.” If we understood the mechanisms (presumably
neuronal) of pleasure and pain, I think we would be closer to understanding what it
is to be “human” than if we understood how the neocortex encodes knowledge and
makes rational thought possible. This bias will inform many of my comments
below; I just stated it up front to establish context.
Larry: Erik J. Larson, in a fascinating book entitled The Myth of Artificial Intelligence, says
“neither.”2 I agree. AGI, if it is ever achieved, will be an illusion created by very fast
computers, very big data, and very clever programmers. The promise or threat of AGI is
hype. Lesser kinds of AI are real and need to be reckoned with. I’ll set forth a hierarchy of
AI types in a moment.

Larson’s book is an exploration of aspects of philosophy, linguistics, intellectual history,
computer science, and mathematical logic that bear on the assessment of AI and AGI. I’ve
been obsessed with it, which is not my reaction to most books. Do I recommend it? It is
not an “investment book,” but investors would benefit much more from learning about
technology and the other fields I mentioned than from yet another investment book. Yes,
I recommend it, but only for the intellectually adventurous. It is not easy.
Fred: I have not read Larson’s book (but given your recommendation, I will add it to
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This Erik Larson – Erik J. – is “a tech entrepreneur and pioneering research scientist working at the
forefront of natural language processing,” according to Harvard University Press. The popular historian
and journalist Erik Larson, who wrote the bestsellers In the Garden of Beasts and The Devil in the White
City, is a different individual.
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my reading list). My initial comment though is that I probably disagree with his
definition of AGI. In most of what I have read, folks refer to AGI as the creation of
an actionable “world model” where not just facts but rules of interaction of objects
and forces in the “world” are also part of the model. The model is typically designed
to facilitate actions. (In the case of organisms, the motivations are survival and
reproduction.)
What is often implied, for instance in the paper clip AGI scenario, is the existence of
some kind of motivation embedded in the model – that the model exists for a
reason. This motivation element is almost always glossed over with no real depth of
discussion about the challenges of implementation when, in my opinion, it is the
most important issue. To say that AGI if achieved will be an illusion seems a very
odd statement in this context: I would be OK with a statement that the Turing test is
not sufficient because with enough computing power one could fake it; it seems
wrong to me to say that one could achieve AGI, but that it would be an illusion. I
therefore suspect that what Larson thinks is AGI is different from what I think it is.
Larry: That’s my review. The rest of this article is a collection of thoughts about AI, based
on what I’ve learned from Larson and others.
Types of artificial intelligence
AI means many things, so we need a classification system to make the discussion clear.
Because Larson does not present a typology of AI, I'll use one I heard from an AI
entrepreneur, based on work by DARPA, in order of least to most complex:3
•

Algorithmic AI
o

Fred: My taxonomy lumps “algorithmic” and “statistical” in the same
category, both being merely mathematical processes that manipulate
data.

•

Statistical AI

•

Causal AI
o

Fred: To me, the discussion below of what this means is a little
slippery. If it merely means building a “world model” that includes
both facts and rules about how objects in the “world” interact, then I
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DARPA, the military agency that pioneered AI decades ago, sets forth its own classification scheme in
a very good YouTube video. The one I use is simpler and better suited to organizing this article.
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don’t know why it is considered “somewhere between difficult and
impossible,” because I would argue that rules about the “world” are
just patterns, and we have developed pretty good pattern recognition
systems. The bit about language being hard to teach computers also
seems a bit odd to me, because it is clear that humans have distinct
circuits in our brains (Broca’s Area and Wernicke’s Area) that enable
language; once we understand how those circuits work, it is not
unreasonable to assume we could then create an artificial device
capable of language.
Stated differently, the fact that current approaches are problematic
does not mean that other approaches are also doomed. In the end, I
am not sure what this category really means, but then again, I have not
read the book. You end by saying that this approach requires lots of
spoon feeding, but you do not discuss approaches to learning
(allowing an AI to spoon feed itself). Perhaps Larson discusses why
learning is also problematic, but your essay does not provide an
argument for why learning would not suffice. My point in going on
like this is just to say that I would almost certainly create different
categories, and that my categories would include “qualia” and hence
be closer to “sentience” than just “intelligence.”
•

Artificial general intelligence (AGI)
Fred: I have to admit that I do not know what Larson’s definition of
AGI is, but I don’t think like it. (So much for objectivity on my
part.) The paper clip example is interesting – why isn’t Larson afraid of
a paper clip-obsessed AGI? He seems to think that an AGI would need
to have “common sense” and thereby understand that the goal of
turning the universe into paper clips is not appropriate somehow. But
such an argument would need to focus on what “common sense” is
and why it is necessarily related to motivation to achieve a goal.
For my part, I have no problem distinguishing between moral
judgments (is this appropriate?) vs. practical judgments (do I know
how to do this thing?) – meaning that I can imagine someone knowing
how to accomplish a task but having no “common sense.” In fact, a
psychopath seems to be an existence proof for an AGI that does not do
“appropriate” things. This cycles back to the role of motivation in the
question of what it means to be “human.” I myself am very afraid of
the paper clip scenario because I think we may well figure out how to
produce an actionable world model before we figure out how
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motivation (and then morality) works – stated differently, an AGI
without “common sense” – and that might turn out very badly.
Algorithmic AI
Larry: Algorithmic AI uses a cookbook approach to solving problems. It is what a “smart”
traffic signal does when it “sees” a car stop, despite the absence of cross traffic, and turns
from red to green. The first time I observed this it seemed eerie, as though the traffic
signal had a mind of its own; now we're used to it.
This is just automation, the 19th century (or older) concept of providing machines with
feedback so they can operate more efficiently. Automation has developed to a level that
looks to the untrained eye like a modest degree of intelligence. Algorithmic AI is the use of
computers, with their “if-then-else” or Boolean logic circuits, to implement automation.4
Statistical AI
The next level of complexity is statistical AI. It is what most tech-savvy people, including
investment managers, are thinking of when they refer to AI. Bryan Kelly, a Yale professor
and head of machine learning at AQR Capital Management, points out that the AI used in
investment management mostly involves the application of basic statistical tools,
developed by old-timers such as Thomas Bayes (1702-1761) and William Gosset (18761937), to very large datasets using very fast computers. It is not “intelligence.”
Note that Kelly refers to himself as head of machine learning, not head of artificial
intelligence. The idea that machines can learn is not hype but reality; more precisely,
machines can be programmed to learn.
Larson echoes Kelly’s thought: “What we now refer to as data science (or, increasingly, AI)
is really an old field, given new wings by Moore’s law and massive volumes of data, mostly
made available by the growth of the web.”
Statistical AI is what enables Amazon to recommend books that it “thinks” are likely to
interest you, based to the books you've already bought. It is what helps airlines fill, but
not overfill, their airplanes with passengers by constantly adjusting prices. It looks for
patterns in stock returns. We have woven statistical AI into our lives so extensively that
we barely notice it, despite it being a recent innovation.
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My Advisor Perspectives article on Claude Shannon, the inventor of logic circuits and many other key
elements of computing and AI, provides more background.
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Causal (contextual) AI
Causal AI, pioneered by the Turing Award-winning Israeli scientist Judea Pearl,5 is an
enhancement to statistical AI that looks beyond correlations between variables for causal
relationships. This task is tricky even for humans: the cautionary phrase, “correlation does
not mean causation,” applies in all applications of statistics.
Larson cites Pearl as “argu[ing] that machine learning can never supply real understanding
because the analysis of data does not bridge to knowledge of the causal structure of the
real world, essential for intelligence.” Taking this as his starting point, Pearl then
developed algorithms that look for causal relationships.
This is accomplished by teaching context to the computer. Because Larson is a specialist in
natural language learning (by computers), some of the best material in his book is about
teaching context and common sense to machines. Unsurprisingly, this is somewhere
between difficult and impossible:
Common sense requires a rich understanding of the real world, which
decomposes broadly into two parts: first, AI systems must somehow acquire
everyday knowledge (and lots of it); and second, they must possess some
inferential capability to make use of it.
Having identified the challenge, Larson describes the experience of meeting it:
The knowledge base of an ordinary person is unbelievably large, and inputting
and representing it in a computer is a gargantuan task. Spoon-feeding a
computer with common sense turned out to be a lifelong philosophical
project, ferreting out commonsense knowledge like “pouring a liquid into a
glass container with no cracks and only one opening will fill it up.” Or that
“living humans have heads,” or that “a road is a pathway with a hard surface
intended for vehicle travel.”
Researchers were assuming computers would “get it” eventually, but...the
project seemed unending.
Fred: As stated above, this seems to discount learning (which is how humans
accumulate knowledge).
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The Turing Award, given by the Association for Computing Machinery since 1966, is the computer
science equivalent of the Nobel Prize.
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Larry: It is unavoidable, then, that Larson, an expert on natural language, would be called
to perform this task. He is saying that he and his colleagues failed. Much of what follows
in Larson's book is a meditation on human language (not the stilted way we talk to
machines but the flowing language we use to talk to each other) and the complexity of
translating it to something a machine can process in a useful way.6
Fred: Language strikes me as the wrong model to use to think about AGI. It is a
very specialized ability, and it has its own specialized structure. I think it confuses
both the author and the reader because it is so specialized. Why not focus on more
basic capabilities that are shared with other organisms, like making a plan to get
food?
But OK, let's stick with language for a while. When I was in graduate school I
worked on a language processing program that was based on a hard-wired set of
grammar rules and a fixed vocabulary. It did not work very well. It suffered from
exactly the problem you say Larson identifies, namely that to do well it would need
to be spoon-fed a huge amount of data (both grammar and vocabulary). However,
today we have Google Translate and many approaches to predicting the next word in
a sentence. These are based on statistics and machine learning, so there is no
“understanding” involved – merely very clever math.
However, there are systems today that can carry on a conversation and are close to
being able to pass the Turing test. It is very tempting to dismiss these technologies
as “merely very clever math,” but I would argue that our brains almost certainly do
exactly the same things (albeit with perhaps different “clever math”) but with
additional capabilities. So the question becomes, “Should the fact that non-human
systems can only do some of what humans do with language today be used as an
argument that such systems will not one day be able to do all of what humans can
do with language?”
As an aside/tangent, I recently read that the visual system in the brain is active, not
passive, meaning that instead of the brain receiving data from the retina and
creating a model, the brain instead creates a prediction of what it expects to be seen
next and then compares that prediction to what the eyes actually see. The article
said that they can deduce this by detecting the direction of neural activity, which is
mostly from the brain to the eyes instead of vice versa – only the delta between the
prediction and the actual data is transmitted to the brain.
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A detailed and eminently readable discussion of causal AI is
at https://ssir.org/articles/entry/the_case_for_causal_ai.
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This supports the general idea that the brain does not just create a world model but
that it uses the world model to predict the future (which is what the next-word
prediction software referred to above does). So, perhaps our current technology is
actually doing an OK job of identifying how the brain operates at a low level, even
if we are not yet able to understand how the brain integrates lower-level data into
higher-level functionality. Again, arguing that current technology is insufficient does
not mean that future technology will also be insufficient.
What I am trying to say here is that the ability to create a world model that is
predictive might be a better way to categorize AI capabilities.
Artificial general intelligence
Larry: If all this “spoon-feeding” is needed to achieve a satisfactory level of causal AI, the
next level, AGI, seems insurmountable.
And so it may remain. Biological intelligence, while subject to physical laws, has acquired
characteristics over 230 million years of evolution that may not be replicable using logic
circuits. Horses have horse sense; as we'll soon see, even turtles have a smidgen of it.
Computers have shown no evidence of common sense, which is one reason that sciencefiction writers and philosophers, such as Nick Bostrom and Eliezer Yudkowsky, have had a
field day speculating about evil AI robots taking over the universe.7
Larson believes these authors’ wild speculations are unfounded. Using humor so dry it’s
hard to tell whether he’s joking, Larson presents a parable involving an AI-enabled robot
tasked with making paper clips; misunderstanding the instructions, it turns all the atoms
in the universe, including us, into paper clips. But Larson is not worried about it:
The idea that the coming superintelligence will somehow be laser-focused
and uber-competent at achieving an objective yet have zero common
sense seems to cut against the grain of superintelligence itself - which is, after
all, supposed to be human intelligence plus more.8
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Bostrom's web site, worth reading, is https://nickbostrom.com/. Yudkowsky's best known work
is Rationality: From AI to Zombies. A brief introduction to his philosophy is in an interview by Scientific
American's John Horgan at https://blogs.scientificamerican.com/cross-check/ai-visionary-eliezeryudkowsky-on-the-singularity-bayesian-brains-and-closet-goblins/. It’s a fun read. If you want to go
more deeply into the evil-AI rabbit hole (where Yudkowsky sometimes wanders), read this. You've been
warned.
8

My emphasis.
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Fred: This argument strikes me as specious. Why is “common sense” a
necessary part of a superintelligence? An argument is needed but none is
provided. The statement that a superintelligence is “human intelligence plus
more” assumes that “common sense” is a necessary component of “human
intelligence.” Definitions and arguments are needed here.
Brain research has clearly demonstrated that different areas of the brain do
different things. Intelligence has lots of different capabilities, meaning that
one might presumably have some of those capabilities but not others. Why
might not “common sense” be something that a brain might lack? One would
have to argue that “common sense” is not a separate capability but somehow
an emergent capability or necessary prerequisite capability; one cannot just
assert or assume this.
But what about DALL-E?
Larry: Recent events have boosted the hopes of AI researchers, who have developed a
natural language-processing program called DALL-E (a nerdy pun on the artist Salvador
Dali and the movie WALL-E, which is about sentient robots) that produces art based on
verbal instructions from its user. Its developers write,
DALL-E 2...has learned the relationship between images and the text used to
describe them. It uses a process called “diffusion,” which starts with a pattern
of random dots and gradually alters that pattern towards an image when it
recognizes specific aspects of that image.
Here's my first piece of DALL-E art, using the version at http://www.craiyon.com. I asked
for a New York street scene drawn in the style of Caravaggio (1571-1610).
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Exhibit 1
DALL-E Mini's “New York Street Scene Drawn by Caravaggio,” compared with an actual
Caravaggio painting

It’s beyond terrible. DALL-E doesn’t seem to know anything about Caravaggio even though
his paintings are well known and available on the web. It is murky on the idea of a street
scene (the street is sketched in poorly at the very bottom). I’ll admit that it was unfair of
me to (1) use the free public version of the software and (2) give it such challenging
instructions, so I’ll try something easier:
Exhibit 2
DALL-E Mini's Winnie-the-Pooh Flying a Spaceship
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OK, I’m impressed. Given instructions that a six-year-old child can understand, it drew an
image better than most adults could. It even captured Winnie’s usual bemused facial
expression.
Isn’t that AGI? No. It’s AI, but it’s not general. It’s highly specific to producing visual
images from natural-language instructions. The method is algorithmic and does not use
anything resembling imagination. Winnie’s facial expression gives the illusion of
imagination because it is inferred from the many existing Winnies, drawn by people, to
which DALL-E has access. If you asked DALL-E to clean your room, it would be baffled; it
won’t tell you that it's “physically handicapped” with respect to cleaning your room and
that you should get a Roomba. DALL-E is not general intelligence in any way.
The AI sand dune
All four forms of AI – well, the three that already exist – give the illusion of being
biological. The reason is that, until recently, we have not been accustomed to machines
“thinking,” and we are easily fooled when confronted with the unfamiliar. This illusion is
produced by big data, just as the illusion that a sand dune is biological (with sensual
curves) is produced by “big sand” – the immense number of grains of sand in Exhibit 3.
The dune looks even more biological when the wind blows and it moves. Yet it is just a
pile of rocks that, because they are so small and so many, give the momentary illusion of
being alive.
Exhibit 3
A “living” sand dune
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The logic behind the near impossibility of true AGI
We already have machines that can solve astrophysics problems and beat the greatest
chess masters. These skills depend only the first three types of AI. “True” AGI, not just
mimicking but equaling human cognition, requires that the machine be conscious and
self-aware. This is a high bar: Dogs are conscious, but they are not conscious that they are
conscious. We call this last step self-awareness. Of all the animals, plants, and machines in
the world, people are the only known example of it.
Fred: Again, I find myself wanting better definitions or perhaps just different
categories.
I personally would not say that AGI requires self-awareness. One could certainly
include self-awareness in a definition of AGI, but I think that would result in a poor
categorization of AI milestones and capabilities. Stated differently, I would
distinguish between (1) having a predictive “world model,” (2) having a mechanism
for “motivation,” and (3) being self-aware and capable of rational thought. I might
even insert a fourth category, before self-awareness, having to do with language
capability. My reasons for this categorization is that I believe that these are distinct
milestones in our understanding of how the human brain works and by
extrapolation how to create an artificial brain.
If one includes self-awareness in a definition of AGI, then it becomes way too easy to
dismiss AGI as impossible (just because it seems so hard - and because we don't
really know what self-awareness is). Why bother with all of the other issues (world
model, qualia, motivation, language, rational thought) if one can just dismiss AGI on
the grounds of self-awareness?
You say that dogs are conscious - why isn’t dog-like consciousness one of the
categories?
The Turing test
Larry: To qualify a machine as being capable of human-level cognition – “intelligent” – it
would have to pass a Turing test. Devised in 1950 by the British computer scientist Alan
Turing, the test consists of a human conversing with a counterparty (either another
human or a machine). The machine passes the test if the human cannot tell which he is
talking to. No machine has ever done so or come close.
It is also not fair for the tester to ask easy questions. Asked by a friend to give an example
of a good Turing-test question, I suggested: “Whom do you find more inspiring,
Shakespeare or Beethoven, and why?” A satisfactory answer involves:
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•

an understanding of what it means to be inspired;

•

a sense that “you” are likely to have a different opinion than someone else, and
that that's OK – there is no “right answer”;

•

the idea that literature and music are not the same, but similar enough that the
question is not crazy;

•

contextual knowledge of both Shakespeare and Beethoven, the advantages they
had, the obstacles they had to overcome, and the societies they lived in; and

•

the ability to persuade the listener “why” the AI finds Shakespeare or Beethoven
more inspiring. This is probably the most difficult part of the test.9

A computer that mined the world’s libraries for context would learn valuable details but
still fail the test, because the question is mostly about feeling, which (so far) machines
don’t have.
Fred: I believe that ten years from now there will be computer systems that pass the
Turing Test. This will not be because these systems "feel" anything. Rather, it will be
because human conversation is predictable and the words that express feeling have
correlations with other words that in the end are just data for a prediction engine.
As a result, I think the Turing test is not the right test for a “human” AI. I am not
sure what the right test is, but it seems clear to me that software will be able to fake
“human intelligence” soon.
Larry: But, as you said, it will still be fake.
The evolution of true intelligence (not just the appearance of it)
But why is it so hard to imbue a machine with feeling? The answer is in biological
evolution across deep time.
In a very real sense, our brains are just machines – they consist of billions of neurons
that obey the laws of chemistry and physics. This fact has encouraged generations of
AI researchers to try to build human-level intelligent machines. Why does this effort
go nowhere?
The arrangement of the 80 billion or so neurons in the human brain is the result of
230 million years of evolution, which has solved, by random variation and natural
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I added this last bullet point after the original article was published.
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selection, an optimization problem of incredible complexity.10 At each step in each
individual’s struggle to survive and reproduce, certain arrangements of neurons were
favored by natural selection (the organism lived long enough to reproduce) and others
were disfavored (it didn’t).
Intelligence, evolution, and mistakes
This optimization “program” also makes mistakes; for example, the rods and cones in a
human being’s eyes are mounted behind the retina, not in front of it where an optical
engineer would put them. Our vision would be much better if some distant ancestor of
ours had a mutation that flipped the retina around and enabled its owner to outcompete
other individuals because of its better eyesight. Because that did not happen, we make do
with pretty good eyes.11 But other mistakes, including those that resulted in intelligence,
enhanced the probability of survival. We are built of mistakes.
In fact, it is possible that intelligence itself is a mistake. Intelligence is an extreme
latecomer in evolution; animals and other organisms were doing fine for hundreds of
millions of years without it. Intelligence is also very energy-intensive, as well as costly in
terms of other brain and body functions forgone. It is thus possible that life is common in
the universe and intelligence very rare.
Back to machines. We don't have the luxury of making 230 million years of mistakes and
random variations to produce an intelligent machine. Because we operate on a radically
shorter time scale, with fewer degrees of freedom, we take a much more direct route to
our objective, practically guaranteeing that the serendipitous mistakes that led to human
intelligence will not occur with machines. For this reason, machine “brains” are much less
complex than a human brain, therefore lacking the essential human characteristics of
feeling, opinion, and curiosity.
Why did I mention 230 million years? Because turtles save each other's lives by flipping
them over when they become stuck in an upside-down position.12 Turtles emerged 230
million years ago, so I chose turtle kindness as marking the beginning of cognition.
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By “solved” I mean found an arrangement of neurons and synapses (connections between neurons)
that serves the creature well. There is, obviously, no unique solution to the problem of how to build a
brain.
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See https://theconversation.com/look-your-eyes-are-wired-backwards-heres-why-38319. But some
evolutionary biologists argue that the apparently backward placement of rods and cones is not a
mistake.
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Some invertebrates have been observed to do this too, and they are even older, but turtle-to-turtle
rescues are well known, even to children who keep turtles as pets.
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Fred: Again, I consider this argument specious. The fact that evolution took a long
time to produce us does not mean that an engineering effort to replicate
“intelligence” must also take a long time. The fact that evolution made lots of
serendipitous mistakes does not mean that such an engineering effort must also
follow a trial-and-error methodology. Lastly, the statement that because machine
“brains” are much less complex means that they must lack “feeling, opinion, and
curiosity” assumes, without argument, that feeling, opinion, and curiosity require a
complex solution beyond our engineering abilities.
It seems to me that there are two very different arguments to be made: (1) humans
are incapable of understanding the mechanisms that cause human consciousness,
and (2) the human brain is just too complicated for humans to be able to
create. The first is about reverse engineering - understanding how the brain
works. The second is about the ability to create an artificial brain. The first is the
more interesting issue - if we cannot reverse engineer the brain, then it seems
reasonable to assume we will not be able to create an artificial brain. However, if we
are able to reverse engineer the brain, then building an artificial brain seems to me
eminently doable - we are creating robots now, why not brains?
Intelligence relies on abductive reasoning
Larry: I close by discussing Larson's argument, central to his book, that if AGI is ever to
exist it will rely on abduction. No, not the seizure of someone against their will, but a form
of logical thinking that you didn't learn about in high school.
Deduction
Classic logic relies on deduction and induction. Deduction is very simple: Socrates is a
man; all men are mortal; therefore, Socrates is mortal. If the premises are true, the
conclusion is true with certainty. (Surely you remembered that from high school.)
Induction
Induction, which introduces uncertainty, is more subtle:
Two of 10 balls drawn from a bag are red, so the probability of the eleventh
ball drawn from the bag being red is 20%.
The error bars around this estimate are wide: 10 balls are a small sample. There is no
special reason to think that the color distribution of the first 10 balls is representative of
the rest of them. That's why statistical inference, the special case of inductive reasoning
most often used by investors, is so difficult to teach and learn (and should be
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supplemented with outside information, as Bayesian statistics recommends).
Inductive reasoning is not just about counting frequencies. It can bring in context and
additional information:
Keisha, a high school senior, is six feet tall. Therefore, she is more likely to be
on the volleyball team than a senior girl of average height.
There is plenty of context in this statement: the probability of a volleyball player being tall
is high, and fewer than 2% of senior girls are six feet tall or more. These bits of
information can inform Bayesian priors which would raise the perceived likelihood that
Keisha is a volleyball player. The more outside information is brought into inductive
reasoning, the more likely it is to be correct.
Abduction
While deduction and induction were known to the ancients, abduction is a recent
invention or discovery due to the American philosopher Charles Sanders Peirce in the
1870s. It moves from an observation to a guess or theory that explains the observation.
Peirce wrote, “Abduction is the process of forming explanatory hypotheses. It is the only
logical operation which introduces any new idea.”13 (To abduct is to pull out, in this case a
general truth from a specific one.)
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The Peirce quotes are from “Peirce on Abduction,” Stanford Encyclopedia of
Philosophy, https://plato.stanford.edu/entries/abduction/peirce.html.
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According to Peirce, the fundamental syllogism of abduction is
The surprising fact, C, is observed. But if A were true, C would be a matter of
course. Hence, there is reason to suspect that A is true.
This isn't induction and it certainly isn't deduction. It was, in Peirce's time, a wholly new
concept in formal logic - yet it described perfectly what scientists and other thinkers had
been doing since the idea of a hypothesis (obviously a Greek word) first arose in ancient
times. It is a wonder Peirce is not more famous.
Larson asserts that abduction is the basis of all true intelligence. This is a bold statement.
Larson backs it up (sort of) by commenting on the breadth of knowledge needed to
engage in abductive reasoning: “We guess, out of a background of effectively infinite
possibilities, which hypotheses seem likely or plausible.”
Fred: Wow - this is a bold claim! It means that any organism that lacks the ability to
be self-reflective is not truly intelligent. I would not object quite so strongly if the
goal was to explore rational thought, but to lump all intelligence into the small
niche of rational thought seems kind of underhanded. Let me reframe my objection:
your essay and by implication Larson’s book is ostensibly about the limits of AI /
AGI, but in the end, the argument against AI / AGI rests on whether we can produce
artificial rational intelligence. This seems to me to be against the rules of
argumentation – you should not state a broad thesis, then identify and argue against
a small slice of that thesis, and then conclude that the broad thesis is as a result
invalid.
But, OK – let’s just focus on the small slice of rational intelligence, which is cast here
as all about forming hypotheses. The discussion below starts off with the "nearinfinite" number of possible hypotheses with the unstated assumption that an
artificial intelligence would need to consider all of them, but there is no reason to
make that assumption. If the brain operates by making predictions all the time
about what will happen next and then identifying occurrences that do not accord
with the prediction, then the improbable fact “C” has been identified, and the state
that produced it “A” has also been recognized, so all that is lacking is a way to
formalize the rule that A leads to C. It is this formalization that requires a new
mechanism, but my guess is that the neocortex is all about exactly that.
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By the way, there is an old but really interesting book titled On Intelligence that
talks about the architecture of the neocortex.14
So, to have rational thought of the form A => C, one needs a predictive engine
(which I presume requires a robust “world model”) and then one needs a way to
formalize correlations into rules. One more capability is needed, though: the ability
to self-reflect and know the rule. Dogs create these kinds of rules, but they are not
aware of them. One might argue that another additional capability is needed,
namely the ability to use the rule to make future predictions in some formalized way
(think math or physics).
I agree that rational thought is a very difficult challenge for AI, but I do not think it
is the only or even the most interesting challenge. One could conceive of a rational
AI that lacked motivation – that would be interesting but not “human”.
Larry: Now, imagine a computer trying to decide what information to gather to narrow
these hypotheses down from a near-infinite number to a manageable one. The first task is
to understand the physical and social environment. This avoids wasting time on a
multitude of hypotheses that are ridiculous on their face if you know anything about that
environment, but plausible if you don’t. Anything relying on the moon being made of
green cheese, the existence of a perpetual motion machine, or intervention by She-Ra
(the princess of power) can be ruled out.
It wasn’t hard for me to think of three ridiculous hypotheses. Identifying all of them,
however – leaving only a few plausible ones to evaluate – is beyond my or anyone’s
ability. It is beyond the ability of the hive mind consisting of everyone in the world. This
collective common sense, then, cannot be spoon-fed into a computer because a machinereadable summary of it will necessarily leave out much more that it includes.
Fred: As I said above, I do not agree that any intelligence needs to consider all
possible hypotheses. In fact, you admit as much when you say that it is beyond your
ability. So, if you can create hypotheses without considering all possible hypotheses
why could not an AI also do so?

14

Hawkins, Jeff, and Sandra Blakeslee. 2005. On Intelligence: How a New Understanding of the Brain Will Lead to
the Creation of Truly Intelligent Machines, https://www.amazon.com/Intelligence-Understanding-CreationIntelligent-Machines/dp/0805078533.
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Larry: Considering the difficulty Larson had in teaching a computer even a smidgeon of
common sense, it's unlikely that a computer will ever engage in abductive reasoning in
the way that a person does.15
Fred: You have not yet argued that “common sense” has anything to do with
rational thought or abductive reasoning. As for a computer engaging in it “in the
way that a person does,” I assume you are referring to being self-aware of the
reasoning process. I would again argue that the capability for rational thought and
abductive reasoning does not require self-awareness; you can argue otherwise, but
you need to actually make the argument.
Advice for investors
Larry: Investors are always well advised to keep up with economic and financial news, and
with the latest findings about asset allocation, diversification, and other tools of the trade.
Those are the basics.
But many investors, hopefully most, will want to learn about the companies they invest in,
now and in the future. To do that, they need to have more than a superficial
understanding the technologies that make those companies valuable. As AI becomes
more sophisticated and insinuates itself ever more into our lives, investors need to learn
how to distinguish hype from reality and hope from achievement in this relatively new
field. They should immerse themselves in the literature of technology, of which The Myth
of Artificial Intelligence is an important, if challenging, part.
[My original article concludes here. Please read on. -LBS]
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Note that even primitive people who have never heard of hypotheses form and test them. Larson gives
hunting as an example. Based on tracks, spoor, and other evidence, good hunters form theories (mental
models) of where the prey is, what direction it's moving, and at what speed, then test the theory by
trying to

19

Afterword by Fred Mueller
Fred: Rather than frame the AI / AGI issues in terms of “intelligence,” I prefer to
think in terms of what underlies consciousness (in both humans and dogs) and then
what underlies capabilities that are distinctly human. This separates out selfawareness early on because, as you state, “Dogs are conscious, but they are not
conscious that they are conscious.”
There are degrees of consciousness. Folks argue whether fish are conscious, but I am
interested in – let’s call it – mammalian consciousness: where there is clear pleasure
and pain and a robust world model. (Think of dogs dreaming – they clearly inhabit a
rich world.) One can have interesting discussions about what is shared between a
dog’s consciousness and a reptile’s but if we stick with mammals such as dogs, then I
think we are in a sweet spot.
The issues that stand out for me as research topics or milestones in our
understanding of consciousness are:
•

Sensation / qualia:
For me, the central issue here is pleasure and pain. From an information
perspective, it makes great sense to abstract good and bad behavior into two
separate categories and then treat each with a general mechanism – why
design a machine with a separate response to every possible behavior when
one could just use one response (pleasure or pain) and modulate that
response? It is an efficient way to solve the problem of modifying
behavior. But how would one create an artificial device that experiences
pleasure and pain? This is “the hard problem,” but even very simple
organisms seem to have something akin to pleasure and pain, so I am not
worried about us figuring out how to replicate the mechanism even if we
cannot grok how it works.

•

Motivation:
There seems to be more thought these days about the mind being all about
doing things. One can think of the mind as a tool to accomplish goals. But
where do the goals come from? It seems probable to me that somehow the
goals are hardwired - at least in some abstract form. I do not know how to
get at this problem, but it seems central to me. One way to think about this
is that if we ever interacted with alien intelligences, the first challenge would
be to understand what their goals were – are they Klingons or Romulans?
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•

World Model:
As I have discussed above, and as the AI community has been talking about
forever, one of the central challenges in AI is building a world model. In the
beginning (when I was in graduate school) we tried to spoon-feed both facts
and rules. (Do you remember “expert systems”?) This approach did not work.
So now everyone agrees that an AI will need to learn its world model and
build it. This raises the interesting questions about what should be hardwired (causality?) and what should be inferred from experience. However, it
also raises the interesting question of how motivation interacts with a world
model. It seems clear to me that evolution decided a world model was a great
way to help organisms behave in a way that increased chances for
survival. Each organism has its own world model tailored to what that
organism needs to respond to in order to survive. This is what the point was
in the essay, "What Is It Like to Be a Bat?" by Thomas Nagel.
What intrigues me about the world model problem is the mechanism for
deciding what is worth remembering and what is not. Each organism is
provided with its own set of sensory experiences. From those experiences,
each organism needs to build its own world model. But how does it “decide”
what is worth learning and what is not? It seems that this is intrinsically
intertwined with what I have called “motivation” which is in turn intertwined
with pleasure and pain. The organism learns those things that give it pleasure
or pain based on the goals / motivation built into it.
It seems possible that one could design a different mechanism for "deciding"
what to remember and what to discard in building a world model – one that
did not rely on pleasure or pain, but it would still depend on “motivation.”
This could result in something like the paper clip AGI horror story.

•

Language
Language is its own special capability. It would seem to rely on an advanced
abstraction capability (what the neocortex appears to do), but it also seems to
require some specialized circuitry. It does not, however, appear to be
something only humans have. We just have a more sophisticated version.
What I find interesting about language is abstraction. Clearly other animals
abstract all the time – consider friend vs. foe as abstract concepts. Language
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seems to be bound up with rational thought and is maybe a prerequisite –
language names concepts and hence makes them available for further uses.
There is a very old book that at the time I found fascinating – I’m not sure if it
stands up now, but it might be worth a look. It is titled, “The Origin of
Consciousness in the Breakdown of the Bicameral Mind.”16 It argues that
consciousness (in this case rational thought) arose from a previous version of
language where one individual communicated to another – think specialized
warning calls that identify what kind of danger is present and corresponding
replies – think of an acknowledgement that indicates what the speaker’s
actions were (fight vs. flight). Consciousness arose when an individual was
able to “talk to himself” inside his own head. The previous language provided
named concepts and the ability to state a fact and respond; consciousness
was just what happens when an individual does this by him/herself. I doubt
this is the truth, but it serves as a plausible mechanism for the evolution of
consciousness.
So, to my way of thinking, language is based on abstraction, and leads to the
question of how the brain creates concepts and how it then stores
them. Again, this seems to be what the neocortex does. But concepts need to
exist before language can exist, so we should focus our attention first on
concept formation/storage.
•

Planning:
Given a world model (with built-in motivation), some animals can make
plans for achieving a goal. How the heck does this work? I will leave it at that,
but this strikes me as a really important issue – one can have a robust world
model and plenty of motivation, but one still needs to formulate a plan.

•

Self-awareness:
Truly mystifying! What the heck are mirror neurons and how do they
work? What is the difference between adopting a role in a social group and
being “aware” of one’s role in a social group (think primates)?
Again, I don’t know how to approach this subject from a research perspective,
but it is clearly a milestone on the path to AI that is “like a human.” Note,
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By Julian Jaynes. 1976. https://www.amazon.com/ORIGIN-CONSCIOUSNESS-BREAKDOWN-BICAMERALMIND/dp/B002JYE7KO/
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however, that there appear to be some animals other than humans that have
some level of self-awareness.
OK, what about those capabilities that are distinctly human? While I find
these interesting, I doubt that they will be hard to grok once the capabilities
listed above are understood. Humans have formalized written
language. Humans can also do formal reasoning – like math and physics. I
am sure there are other distinctly human capabilities, but none come to mind
at present. My point, however, is that I don't think these are as hard as issues
like pleasure/pain and motivation.
Conclusion
So, to summarize, I think the interesting question is, “What does it mean to be a
human?” This is a broader question than just, “What is intelligence?” and it sidesteps
all of the tiring arguments for one or another definition of intelligence. Being human
versus being a machine clearly involves subjective experience, so one question arises
quite early about whether subjective experience is required to create a device/robot
that acts just like a human – and then lots of follow-on questions.
But, moving on from those issues, it seems clear to me that motivation and creating
an actionable world model are the central AI issues right now, at least from the
perspective of reverse engineering how humans operate. It will be interesting to see
whether solutions to the challenges presented by motivation and world models are
based on roughly the same mechanisms that human brains use or whether other
mechanisms are discovered.
Once we can build a system that has a robust world model with an embedded
motivation mechanism, then I think things get really interesting, and perhaps
dangerous. I see no reason to doubt that we will get at least that far sometime soon –
by which I mean in your and my lifetime. The world model will be learned (not
spoon-fed).
The nerd in me can’t wait, but the human in me is quite worried.
Lastly, it seems clear to me that the next step in evolution is either augmented
humans (cyborgs) or a completely artificial intelligence. As soon as humans can
augment themselves, they will do so – we (or at least some of us) will not be able to
resist becoming “Six Million Dollar Men.” However, it is possible that once we
understand AI and AGI we will create something entirely artificial that takes over.
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This leads to all sorts of interesting questions about what being “evolutionarily fit”
means and what kinds of design principles we should adopt when we decide to
change ourselves. In the beginning it will be about simple things – better bodies,
enhanced sensations, etc., but eventually it will be about what our ultimate
“motivations” should be. As Yuval Harari said at the end of Sapiens, “What do we
want to want?”
Thanks for listening...
Fred
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and gotten his PhD in Artificial Intelligence, which at that point (late 1970's) was just starting to
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